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1 A Puzzle about Risk

Risk shapes our world. It shapes the economy. It shapes decision making in
law, medicine, business, politics, and countless other domains. It is central to
both scientific scientific and artistic progress. And it is arguably central to
the concepts of knowledge and justification (see e.g. Williamson (2009), Smith
(2010), and Pritchard (2016)).1 Some of us actively seek out risk. Others go
out of their way to avoid it. But risk is ultimately unavoidable - every major
decision carries with it some degree of risk.

Yet, there is a puzzle at the heart of our thought and talk about risk.2 Risk
is almost always thought of in terms of probability. Indeed, ‘risk’ and ‘proba-
bility’ are often used almost interchangeably (although to say there is a risk of
E presupposes that E would be, in some way, bad). So, it is natural to assume
that there is a (relevant) risk of some event E only when the probability of E
passes some (potentially stakes sensitive) threshold. But this simple probabilis-
tic approach must be rejected. It fails to validate the following reasoning:

1. S was at no risk of being shot by X.

1Smith (2010) argues against what he calls the risk minimization approach to justification,
but argues convincingly that the risk minimization approach is popular. Smith’s own view
of justification can be seen as a risk minimization picture when combined with the normic
dimension of the pluralist approach to risk endorsed in Ebert, Smith and Durbach (2020).

2In this paper I will be talking in terms of there being ‘no risk’ versus ‘some risk’ of an
event occurring. This is merely a termenological choice made for presentational purposes. It
is natural to feel that, strictly speaking, there is always some risk of an event occurring (as
long as it is a physical possibility). This is buttressed by the fact that the following sentences
sound contradictory:

1. There is a chance that it will rain but there is no risk of it raining.

2. It is not certain not to rain but there is no risk of it raining.

Yet, read as theories of risk simpliciter, many of the accounts discussed in this paper
(including my own) render them consistent. Strictly speaking then, our target concept is
really that of relevant risk - i.e. risks that are sufficiently realistic that they cannot be
ignored. In what follows talk of there being a risk of E should be taken as shorthand for there
being a relevant risk of E. This brings us in line with Ebert, Smith and Durbach (2020) who’s
discussion is framed in terms of there being a negligible/non-negligible risk of an event rather
than some risk vs no-risk. I will also regularly evoke the idea of being ‘at risk’. I assume in
what follows that being at risk requires that there be a relevant or non-negligible risk of E.
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2. S was at no risk of being shot by Y.

3. S was at no risk of being shot by Z.

4. S was at no risk of being shot other than by X, Y or Z.

∴ S was at no risk of being shot. Williamson (2009), p 13.

This is an example of what Ebert, Smith and Durbach (2020) call ‘checklist
reasoning’. When we engage in checklist reasoning we assess the ways in which
an event E could occur, and we conclude that there is no risk of E whenever
there is no risk assigned to each of the various ways in which E could occur.
As Williamson (2009) points out, such arguments seem obviously valid. And,
as Ebert, Smith, and Durbach point out, such reasoning seems central to our
employment of the concept of risk in many high stakes risk assessment contexts:
not only is it intuitive, but it also appears to be reflected in our practice of de
minimis risk management (whereby sufficiently minimal risks are discounted,
and more serious risks are subjected to thorough analysis) and our norms of
legal fact finding (whereby a defendant is found guilty when the risk of them
failing to satisfy any of the independently evaluated criteria for guilt is found
to be sufficiently low).

Suppose we maintain that there is a risk of E whenever P (E) ≥ 0.2. Fur-
thermore, suppose that the probability of S’s being shot by X is 0.1, as is their
probability of being shot by Y, and of being shot by Z. S’s probability of being
shot by anyone else is 0.1. And these possibilities are mutually exclusive. The
probabilistic approach tells us that S is not at risk of being shot by X. After all,
S’s probability of being shot by X is less than 0.2. Likewise, they are not at risk
of being shot by Y, Z, or anyone else. So, the premises of our checklist argument
are all true. However, according to the probabilistic approach S is still at risk
of being shot. After all, S’s overall probability of being shot is roughly 0.35,
and this surpasses our threshold for risk. So, the conclusion of our checklist ar-
gument is false. The probabilistic approach fails to validate checklist reasoning
and, as a result must be rejected.3

3It might be argued in light of this that, strictly, speaking checklist reasoning isn’t valid.
Indeed, there appear to be contexts in which it seems inadvisable to employ checklist reasoning.
For example, checklist reasoning seems dangerous when the risk being assessed is extremely
complex with many different variables that need to be independently investigated. So, perhaps
we simply engage in checklist reasoning as a kind of heuristic to make risk assessment more
manageable in contexts with a narrow range of clearly delineated possibilities that need to
be eliminated in order to rule out risk. I acknowledge that this is a possibility. However, I
feel that if a simple account of risk can be given that both validates checklist reasoning and
captures the central role of probability in our thinking about risk, then this is preferable to
treating checklist reasoning as a mere heuristic. There are two reasons for this. Firstly, many
of the contexts in which we engage in checklist reasoning are extremely high stakes. The
simplicity afforded to us by checklist reasoning wouldn’t seem to be worth the added danger
of judging there to be be no risk of E when there is a risk of E. Secondly, at least in simple
cases, checklist reasoning strikes us as obviously valid. And it seems to be central to our
employment of the concept of risk across a broad range of contexts. Therefore, I think it is
plausibly taken to be partially constitutive of our concept of risk. But if checklist reasoning
is valid then why does would it be dangerous to employ it in some contexts? Well, there
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There are two approaches to risk that validate checklist reasoning: The
modal approach of Pritchard (2015, 2015),4 and the normality based approach
of Ebert, Smith, and Durbach (2020).5 The modal account holds that there
is a risk of E whenever there is a sufficiently nearby world at which E occurs.
There is no risk of E when there is no sufficiently nearby world at which E
occurs. This validates checklist reasoning. After all, if there is no nearby world
at which S is shot by X, nor a nearby world at which they are shot by Y, Z,
or anyone else, then there is no nearby world at which they are shot. The
normic approach works in the same way: there is a risk of E whenever there
is a sufficiently normal world (consistent with the available evidence) at which
E occurs. There is no risk of E when there is no sufficiently normal world at
which E occurs. Once again, checklist reasoning is validated.6

Unfortunately the modal and normic approaches are untenable. Consider
the following case:

Safe Climber A rock climber is making their way up a popular
bolted route. The bolts are regularly inspected, and the climber’s
equipment has been tested to the highest industry standards. Nonethe-
less, no manufacturing or testing process is perfect: the equipment
does, just like any safety equipment, contain minuscule imperfec-
tions. But this is perfectly normal. The combined chance of any
of these minuscule imperfections resulting in an equipment failure is
vanishingly small.

The climber in this scenario is safe. They are not at risk.7 For the modal
or normic accounts to capture this they must hold that there are no nearby or
normal worlds at which the climber’s equipment fails. And it is quite natural
for them to do this: the only way for an equipment failure to occur would be via
one of the minuscule imperfections in the equipment. But it would require quite
a deviation from the normal course of things for such a minuscule imperfection

are valid reasoning patterns that are risky to apply in practice because due to the dangers
of equivocation. As I will explain at the end of section 3.2, this is just what we find with
checklist reasoning.

4See Williamson (2009)) for a similar view.
5Ultimately Ebert, Smith, and Durbach opt for a pluralist conception of risk upon which

we recognise both probabilistic and normic varieties of risk. However, they opt for the normic
conception primarily in light of its ability to validate checklist reasoning whilst avoiding the
problems they identify for the modal approach. I will ignore the pluralist dimension of Ebert,
Smith, and Durbach’s view in what follows, as my aim is to develop a monist view of risk. The
reason for this is that a pluralist view ultimately has to treat our concept of risk as ambiguous
or defective. I think we should avoid doing this unless we have no other choice.

6This holds even when the modal and normic views are formulated explicitly in terms of
relevant or non-negligible risk.

7Of course, in a sport like rock climbing there are always many variables at play that affect
the level of risk. But we can suppose that, in this instance, there are no ways for the climber
to seriously injure themselves other than as a result of an equipment failure: the rock is sound,
they have not climbed far above the previous bolt, they will not hit a ledge in the event of a
fall etc.
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to cause an equipment failure. So, there will be no nearby or normal worlds at
which an equipment failure takes place. This quickly leads to trouble:

Unsafe Climber A rock climber is making their way up a popular
bolted route. Unbeknownst to the climber, their equipment is full
of tiny imperfections. The imperfections are each completely inde-
pendent. The individual probability of any one of these minuscule
imperfections leading to an equipment failure is vanisingly small.
And the only way for their equipment to fail would be via one of
these imperfections by itself (they do not add up such that they
together constitute a distinct and more significant imperfection).
However, there are so many imperfections that the probability of an
equipment failure in the event of a fall is extremely high.

The climber in this scenario is not safe. They are at great risk. This is
exactly the sort of scenario our concept of risk ought to flag. Any account of
risk that fails to do so is not fit for purpose.

Unfortunately, the modal and normic approaches each imply that there is no
risk of an equipment failure in Unsafe Climber: In order to secure the intu-
itive result that our safe climber is not at risk we must maintain that there are
no nearby or normal worlds at which any of the minuscule imperfections in their
equipment leads to an equipment failure. In Unsafe Climber we simply have
many more such imperfections. These imperfections are, we may suppose, iden-
tical in all relevant respects to those present in our safe climber’s equipment.
Moreover, they are each independent, and they don’t combine to constitute
more significant faults. So, if there are no nearby or normal worlds at which
our safe climber’s equipment fails, the same will be true of our unsafe climber.
But this forces us to conclude that despite the extremely high probability of an
equipment failure there is no risk of an equipment failure. This argument gener-
alizes to versions of the modal and normic view formulated explicitly in terms of
negligible risk: both approaches, by theorizing degrees of risk in terms of modal
closeness/levels of normality, imply that there is the same (negligible) level of
risk in both Safe Climber and Unsafe Climber. This is an unacceptable
result.8,9

8As previously noted, Ebert, Smith, and Durbach (2020) hold that there is a probabilistic
conception of risk in addition to the normic conception of risk. So, they could still hold that
there is one sense in which our unsafe climber is at risk. They are just not at risk in the normic
sense. I have already expressed skepticism toward the pluralist conception of risk because it
makes the most sense on the assumption that our concept of risk is ambiguous or defective (as
Ebert, Smith & Durbach (2020) acknowledge p 448). However, cases like Unsafe Climber
are problematic even if we assume a pluralist conception of risk. After all, it is not clear
what good any conception of risk would be if it fails to distinguish between cases like Safe
Climber and Unsafe Climber. Employment of such a risk concept would be dangerous in
practice.

9Astute readers will have recognized the similarities between this problem and the problems
of closure for knowledge and justification (e.g. Makinson (1965), and Hawthorne & Lasonen-
Aarnio(2009). Williamson (2009, 2011, 2014), and Smith (Forthcoming) bite the bullet with
respect to knowledge and justification respectively, accepting the possibility of arbitrarily
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This argument could be resisted if there was a relevant difference between
Safe Climber and Unsafe Climber that allowed us to hold that, whilst there
is no risk of a particular imperfection leading to an equipment failure in Safe
Climber, there is a risk of this identical imperfection leading to an equipment
failure in Unsafe Climber. But neither approach has the resources to secure
this result. The existence of entirely independent imperfections would not render
it more normal for a particular imperfection to cause an equipment failure. Nor
would this render worlds at which this imperfection caused an equipment failure
more similar or modally close to the actual world. So, if the modal or normic
theorist holds that the protagonist of Safe Climber is indeed safe, they will
have to accept the same of our unsafe climber.

In light of this, the modal or normic theorist might deny that the subject
of Safe Climber is really safe after all. They might suggest that since there
are minuscule imperfections in the climber’s equipment then there are some
nearby or normal worlds (although very few) at which the climber’s equipment
fails. But this approach has implausible consequences. Analogues of the above
argument can be given for most activities we would typically judge safe. For
example, whilst sitting reading this paper there is (hopefully) no risk of one’s
ceiling collapsing on one’s head. Yet most buildings will have some minuscule
imperfections and flaws. The probability of any such imperfection causing the
ceiling to collapse is vanishingly small, the ceiling could not easily collapse in
such a way, and its doing so would constitute a major deviation from normality.
Nonetheless, a ceiling with sufficiently many such minuscule imperfections would
have a very high chance of collapsing. And by sitting in such a building one
would be at great risk. If the modal or normic theorist holds that the protagonist
of Safe Climber is actually at risk due to the minuscule imperfections in their
equipment, they should similarly hold that you are currently at risk whilst sat
reading this paper. This argument generalizes to the effect that one is never
really safe from risk. Again, this result is unacceptable.

So, the modal and normic accounts must be rejected as they either over
generate or under generate cases of risk. This leaves us with a challenge. On
the one hand, we want an account of risk that is capable of validating checklist
reasoning. And this seemingly requires that we give up on the probabilistic
approach to risk. On the other hand, we want an account of risk capable to
yielding the correct verdicts about Safe Climber and Unsafe Climber. And
it is not clear how to do this without invoking probability. Our challenge in
what follows will be to develop a non-pluralist account of risk capable of both
validating checklist reasoning, and vindicating the central role probability plays
in our reasoning about risk.

However, before we meet this challenge will be worth briefly discussing some
other problems for the modal, normic, and probabilistic accounts of risk. These

improbable knowledge and justified belief. This result is unpalatable. But it would perhaps
be acceptable if restricted only to the domains of knowledge and justification. Generalized to
risk in general this result is simply unacceptable. A concept of risk that allowed for a low risk
of E despite a high probability of E would be dangerous in practice, and subjects employing
such a concept would not stick around to employ the concept for very long.
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problems are not decisive. However, they do prompt important modifications
to each approach, and they do show the modal view to be somewhat more
attractive than the normic view. As a result, I will use the modified modal view
as the scaffolding upon which to develop my positive proposal.

2 Further Criteria for a Theory of Risk

In the previous section I presented a puzzle that undermines both the modal and
normic approaches to risk. My primary aim will be to present an account of risk
that resolves this puzzle. However, there are other criteria an account of risk
must satisfy. These criteria can be pieced together from Williamson’s (2009),
Pritchard’s (2015, 2016), and Ebert, Smith, and Durbach’s (2020) discussions
of risk.

Ebert, Smith and Durbach (2020) object to the modal view as follows: On
the modal view, the level of risk of a particular event occurring will depend on
whether or not that event does (or did) occur. It is worth quoting their main
example in full:

Suppose one is about to drill into a wall in a West Australian house
built in the 1970s, and is wondering about the risk that the wall con-
tains asbestos. On the modal account, if the wall really does contain
asbestos, then the risk is maximally high. In this case, there is a
maximally similar world–the actual world–in which the wall contains
asbestos. If, on the other hand, the wall does not contain asbestos,
then, according to the modal account, the risk will be lower–the
closest worlds in which this is true will be somewhat distant from
actuality, depending upon further facts of the case. In any event,
on the modal account it seems that one cannot make a judgment
about the risk that the wall contains asbestos without taking a view
as to whether it does contain asbestos. Ebert, Smith, and Durbach
(2020) p 439.

The problem here is that, at least if we assume that the nearer the possibility
of E the higher the risk of E, we are forced to conclude that the level of risk
of E depends on whether or not E actually occurs. But risk does not work like
this. Consider another example: I have to open one of two doors. There is a
hungry tiger behind one of the doors, there is nothing behind the other. The
decision to put the tiger behind one door rather than the other was determined
by the toss of a coin. And I have no information about which door has a tiger
behind it. Given this setup, the risk of there being a tiger behind the left door
is the same as that of there being a tiger behind the right. But this is not what
the modal account of risk tells us.

The normic approach does better here. After all, the worlds at which the
wall contains asbestos are just as normal as those at which it does not. And
the worlds at which the tiger is behind the left door are just as normal as the
worlds at which the tiger is behind the right. The normic approach assigns
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no privileged place to actuality. Unfortunately, this very feature of the normic
approach leads to problems elsewhere.

Williamson (2009) points to the following valid inference:

1. S was shot.

∴ Therefore S was at some risk of being shot. Williamson (2009) p 12.

This reasoning is problematic for probabilistic approaches to risk. According
to the probabilistic approach, there is a risk of E only when there is a sufficiently
high probability of E. But low probability events do occur. So, S could be shot
despite there being a very low probability of S’s being shot. Thus, it would
appear that S could be shot despite there being no risk of S being shot.

This inference is also problematic for the normic approach. Just as low
probability events do sometimes occur, abnormal events do sometimes occur. S
could be shot despite S’s being shot constituting a deviation from normality. In
this case there will be no normal worlds at which S is shot, and so the normality
approach will tell us that S was not at risk of being shot. Unlike the normic
approach, the modal approach validates this inference: there is a risk of E if
there is a sufficiently nearby world at which E occurs. And there is no world
closer to actuality than actuality itself. So, if E actually occurs there will always
be a nearby world at which E occurs. Unfortunately, it is exactly this way of
privileging actuality that got the modal account into trouble earlier.10

So, the modal and normic approaches both face problems that derive from
the privileged place (or lack thereof) that they grant actuality. Neither of these
problems are decisive. However, both approaches need to be modified in light
of them. The modal account can be modified to avoid privileging the actual
world in its analysis of degrees of risk: The modal theorist can hold that E’s
degree of risk is a function of the percentage of the sufficiently nearby worlds at
which E actually occurs. If E occurs at the actual world but very few nearby
worlds then the modal theorist can hold that the risk of E was minimal but not
non-existent.11

10It has been suggested in conversation the Williamsonian verdict could be a result of
outcome bias - the idea being that we mistakenly judge there to be a higher risk than there
actually was due to our knowledge of the actual outcome. I am skeptical. Firstly, outcome bias
is standardly thought of as affecting our judgements regarding the quality of prior decision-
making (see e.g. Baron and Hershey (1988)). This is distinct from our evaluation of prior
risks. It makes sense to state that a subject made the right decision in light of their evidence,
or their perception of the risks, despite their being blamelessly mistaken about the risks.
Secondly, whilst it is plausible that something like outcome bias could effect perceptions of
levels of risk (see e.g. Tinsley, Dillon, & Cronin (2012), and Dillon, Tinsley, and Burns (2014)
who suggest that, under certain framing conditions, prior experiences with near misses can
(but don’t always) cause us to underestimate levels of risk), it is a significant further step to
conclude that outcome bias causes us to mistakenly judge that there was any relevant risk at
all. Finally, it is worth noting that an analogue of the positive proposal presented section 3 can
be applied within the normic framework. The resultant picture will not validate Williamson’s
inference. So, if the inference does turn out to be invalid this will not undermine the main
claims of this paper. Thanks to XXXX for discussion.

11There is a slight wrinkle here: the number of nearby worlds will be infinite, so it makes
little sense to talk of the percentage of nearby worlds at which E occurs. I’ll ignore this issue
for the time being, although I will return to it briefly in the next section.
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The normic approach can be modified to validate Williamson’s inference as
follows: Instead of holding that there is a risk of E whenever there is a normal
world at which E occurs, the normic theorist can hold that there is a risk of
E whenever E occurs at a world at least as normal as the actual world. Since
the actual world is as normal as itself, there will be a risk of E whenever E
actually occurs. The normic theorist should hold that this is a sufficient but
not a necessary condition for risk. After all, the world could easily have been
marginally less normal than it actually is. So, if E occurs at worlds that are only
marginally less normal than the actual world then we should hold that there is
a risk of E. This approach does not force the normic theorist to privilege the
actual world in a problematic way.

So modified however, a new worry arises for the normic view.12 Suppose
some highly improbable quantum mechanical event occurs at some point in the
history of the actual world. This could be something like a car (or dinosaur, or
rock etc.) spontaneously quantum tunnelling through the earth and appearing
on the other side of the planet. It is not far fetched to suppose that such an
event could occur somewhere at some point in the total history of the universe.
However, if such an event has occurred, then it is hard to see how we can avoid
claiming that other worlds at which similar one-off quantum events occur are
any less normal than the actual world. But if that is the case, then there will
always be a risk of them occurring. So, for example, there will currently be a risk
of you spontaneously quantum tunneling through the earth. This is implausible.
Whilst I don’t take this problem to be decisive, I do think it renders the normic
view less attractive than the modal view. For this reason, I will focus in what
follows on modifying the modal account of risk to incorporate probability. This
said, it is worth emphasizing that, due to the structural similarities between the
modal and normic approaches, it will be possible to modify the normic approach
in a similar way.13

However, before reintroducing probability it is worth mentioning a final
problem that has been presented for probabilistic approach. Pritchard (2015)
presents the following pair of cases:

Bomb 1 An evil scientist has rigged up a large bomb, which he
has hidden in a populated area. If the bomb explodes, many people
will die. There is no way of discovering the bomb before the time
it is set to detonate. The bomb will only detonate, however, if a
certain set of numbers comes up on the next national lottery draw.
The odds of these numbers appearing is fourteen million to one. It
is not possible to interfere with this lottery draw.

12Thanks to XXXX for pointing out this problem
13Although certain details will need changing. For example, when modifying the modal

approach I make certain assumptions about the distribution of worlds through modal space,
these assumptions will be less plausible (or, at least, will lack motivation) when we consider
worlds ordered in terms of normality.
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Bomb 2 An evil scientist has rigged up a large bomb, which he
has hidden in a populated area. If the bomb explodes, many people
will die. There is no way of discovering the bomb before the time it
is set to detonate. The bomb will only detonate, however, if a series
of three highly unlikely events obtains. First, the weakest horse in
the field at the Grand National, Lucky Loser, must win the race by
at least ten furlongs. Second, the worst team remaining in the FA
Cup draw, Accrington Stanley, must beat the best team remaining,
Manchester United, by at least ten goals. And third, the queen of
England must spontaneously choose to speak a complete sentence
of Polish during her next public speech. The odds of this chain
of events occurring are fourteen million to one. It is not possible
to interfere with the outcomes of any of the events in this chain.
Pritchard, (2015), p 441.14

Pritchard suggests that there is a much higher risk in Bomb 1 than Bomb
2. The probabilistic approach is unable to capture this. After all, the probability
of each bomb going off is, by stipulation, equal. But there is an intuitive sense
in which there is a greater risk in Bomb 1 than Bomb 2. After all, it is natural
to feel that there is a risk of E whenever E could easily occur. And despite the
apparently matching probabilities, it is easy to feel that Bomb 1 could easily
explode whilst Bomb 2 could not.15

The modal and normic approaches both vindicate Pritchard’s intuition. It
would be advantageous if we could retain this feature of the modal and normic
accounts after we have reintroduced probability into the picture. In the next
section I will outline a theory of risk that validates checklist reasoning along
with Williamson’s ‘S was shot therefore S was at risk of being shot’ inference,
explains the difference in risk between Safe Climber and Unsafe Climber,
avoids predicting that there is a higher risk of E if E actually occurs, and
captures Pritchard’s data. On top of this, it vindicates the central role that
probability plays in our reasoning about risk, and allows us to model the stakes
sensitivity of risk attributions.

14Pritchard’s stipulation that the probabilities are equal in these cases is dubious. How-
ever, we can instead stipulate that the probability of the lottery bomb going off matches the
probability of Pritchard’s bizarre events occurring whatever that is.

15It is worth noting that Pritchard’s judgment in this case is controversial. Ebert, Smith,
and Durbach (2020 conducted a study in which participants were asked to compare the risks
in Pritchard’s two cases. A small majority of participants judged the risk to be equal in each
case (although a significant minority (34%) judged the case in line with Pritchard). However,
they also tested participants’ preferences, and found that the majority of participants would
have preferred to be in Bomb 2 rather than Bomb 1. This is puzzling, and suggests that
intuitions about Pritchard’s cases are not entirely stable/consistent. My own view is that,
when engaging in charitable interpretation with the aim of assigning a concept to a population
we should prioritize the rationalization of preferences and behavioural dispositions over surface
level linguistic intuitions (where the two come apart). This speaks in favour of a risk concept
in line with Pritchard’s intuitions.
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3 Reintroducing Probability

3.1 The Basic Picture

In order to present the basic picture we’ll need to make some assumptions.
Firstly, from this stage forward talk of ‘worlds’ will be restricted to nomologically
possible worlds (if E is not nomologically possible we will assume there is no
risk of E). Secondly, we will make the simplifying assumption that the set of
nomologically possible worlds that match the actual world until the present is
finite.16 We will also assume that the physical chance of E is proportional to
the number of worlds at which E occurs. So, if P (E) = n then E occurs at
(n · 100)% of worlds.

We must also introduce a distinction between what I will call ‘primary risk
events’ and ‘sub-risk events’: When we analyze the risk of some event occurring
there will typically be one main risk event (the primary risk event) that we are
concerned with. In order to evaluate the risk of that event occurring we will
consider various ways in which that risk event could occur. Where E is our
primary risk event, and E1, E2, and E3 are the ways in which E could occur,
we’ll call these E’s ‘sub-risk events’. Importantly, if one risk event is a sub-risk
event of another risk event that is being actively considered in the context, only
the latter constitutes a primary risk event.17

With this background in place we can state the proposal. As noted above,
we’ll be building upon the modified modal view discussed earlier (although a
similar proposal could be developed within the normic framework). According
to the modified modal view there is a risk of E if and only if there is a suffi-
ciently nearby world at which E occurs. And E’s level of risk is a function of
the proportion of sufficiently nearby worlds at which E occurs. The thesis I’ll
develop in what follows is that the higher the probability of the primary risk
event of which E is a sub-risk event (or, the probability/stakes for E when E
is a primary risk event), the wider the range of E possibilities count as suffi-
ciently nearby. The basic thought here is that if the probability of a risk event
is high, then otherwise distant possibilities become more pressing and worthy
of consideration: they become more relevant.

The same basic idea, I believe, applies to stakes. That is, the higher the
stakes the more pressing and worthy of consideration otherwise distant possi-
bilities become. However, there is at least some controversy over whether risk

16We make this assumption so that we can coherently talk of ‘the proportion of worlds at
which an event E occurs’. There are a number of ways to replicate the picture I develop here
for the infinite case. For example, we can define a finite partition over our set of worlds that
groups relevantly similar possibilities. We can then work with the proportion of cells of our
partition at which E occurs (see Manley & Wasserman (2008), Williamson (2009), and Beddor
& Pavase (2020) for similar approaches). Alternatively, we could follow Carter & Peterson
(2017) and operate with the density of E throughout the relevant set of worlds.

17What determines the primary risk event(s) at issue in a given context? This is settled by
whatever fixes the topic at issue in any given context. This is not the place to give an account
of the general mechanisms that settle what topic (or question) is under discussion in a given
context. It suffices to note that communicative exchanges generally are organized around one
or more distinct questions or topics (see e.g. Roberts (2004, 2012)).
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is stakes sensitive (beyond the presupposition that a risk event must be, in
some sense, bad). For example, Alex Honnold (rock climber known for his am-
bitious free solo climbs) famously distinguishes between risk and consequence,
maintaining that his solos are low risk but high consequence (C.f. Honnold &
Roberts (2015 p 15)). This does not strike me as an obvious conceptual con-
fusion. However, it does seem to be a departure from our standard ways of
thinking about risk. Thus, I suspect that Honnold is really distinguishing two
different dimensions of our standard concept of risk. Nonetheless, it would be
advantageous if we could model risk without presupposing the stakes sensitivity
of risk at the outset. For this reason, I will start by developing the basic stakes
insensitive picture gestured at above. In section 3.3. I will explain how stakes
sensitivity can be built into the picture.

In order to model the basic picture we will assume that there is a fixed set of
worlds that always count as nearby for the sake of risk assessment. We will call
this sphere of worlds the ‘base sphere’. The base sphere can contain both E and
¬E possibilities. If there is an E possibility within the base sphere, then there
is a risk of E.18 However, we won’t always consider only the worlds within the
base sphere. Rather, if the probability of the primary risk event is high enough,
we will add to our base sphere E worlds from more distant spheres. The higher
the probability of our primary risk event, the wider the range of E possibilities
we add.19 We’ll call the resultant set of worlds the ‘relevant worlds’. And we’ll
say that E’s degree of risk is a function of the proportion of E worlds worlds
within the set of relevant worlds.

Crucially, the probability of the primary risk event will fix the set of worlds
relevant to determining the risk of any of its sub-risk events. In some rare
cases there will be more than one primary risk event at issue. In such cases the
probability of each primary risk event will affect the range of worlds we consider
when assessing the risk of each event’s sub risk events. This means that we may,
in the same context, be forced to consider a wide range of worlds when assessing
one risk, and a narrow range of worlds when assessing another.20

18What determines how near a world needs to be in order to be within the base sphere?
Any number of stories could be given here. However, our dispositions, norms, and conventions
regarding the deployment of risk concepts will play an important role. There is likely to be
a level of vagueness, indeterminacy, and interpersonal variation here. But we can put such
complications to one side.

19I am assuming that it makes sense to talk of single case probabilities. Frequentist accounts
of probability leave no room for single case probabilities. However, we can rephrase what
follows in more frequentist friendly terms. In particular, rather than talking of the risk of
some event E occurring, we will talk of the risk of an event with a particular set of features
occurring (such as the risk of a climber with well tested safety equipment falling to their
death). We then say that the risk of an event with a particular set of features occurring
is determined by the proportion of relevantly similar worlds at which an event with these
features occurs.

20What happens when two primary risk events E1 and E2 overlap in some of their sub-risk
events? When this is the case the two risk events are not truly independent, so we’ll treat
the less probable primary risk event as a sub-risk of the more probable primary risk event.
So, the relevant sphere of worlds for determining the risks of both E1, E2, and their sub-risk
events will be determined by the probability of the most probable of E1 and E2. The idea
is as follows: If E1 is the most probable of E1 and E2 then, when assessing E1’s sub-risk
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In the limits, if E, our primary risk event, has a probability of 1 then the set
of relevant worlds will be identical to the set of nomologically possible worlds,
and all of these worlds will be E worlds. If E has a probability of 0 then only
the worlds in our base set will be relevant, and none of them will be E worlds.21

The basic view can be pictured as follows: Figure 1 represents the low proba-
bility/low stakes situation. The set of relevant worlds (shaded gray) is identical
to the base sphere (highlighted in black). E’s degree of risk will be a function
of the proportion of worlds within the base sphere that are E worlds. The set
of E worlds is represented by the dotted line. Figure 2 represents a situation
in which E’s primary risk event has a higher probability. In this case the set
of relevant worlds is larger, and also includes E worlds from the next sphere.
As E’s primary risk event probability increases the set of relevant worlds will
include the E worlds from ever more distant spheres. As a result, raising E’s
probability always results in an increased risk. After all, the proportion of E
worlds within the set of relevant worlds will be higher the more E worlds from
outside of the base sphere are included.

Figure 1: Low probability

3.2 Putting the Basic Picture to Work

The picture will be sharpened in what follows. However, even this blunt version
of the view is capable of doing significant work. The first notable feature of this
account is that there can still be a risk of E when there is an extremely low

events, we’ll be taking seriously various unlikely and modally distant possibilities (supposing
E1’s probability is significantly higher than E2’s - if not then this scenario will be of little
interest). This will set the precedent for when we consider the risk of overlapping events that
are not quite sub-risk events: Since E2 overlaps with E1, the fact that we are taking seriously
unlikely and modally distant possibilities when considering E1 renders it natural to take such
possibilities seriously when considering E2 (a closely related overlapping event). It is only
when E1 and E2 are genuinely independent (i.e. they share no sub-risk events) that their
sub-risk events will be assessed relative to different spheres of worlds.

21It might also be thought that stakes affect the range of E possibilities we should take
seriously when considering the risk of E. I will explain in what follows how we can model
such stakes sensitivity.
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Figure 2: High probability

probability of E: suppose that the occurrence of E is determined by the outcome
of a fair lottery. There may be a very low probability of E occurring. So we will
only look at the worlds in our base sphere. However, since the occurrence of
E would require only a very small deviation from actuality there will be some
small number of E worlds within the base sphere. So, there will be a risk of E
despite there being a low probability of E. Nonetheless, since E will occur at
only a small proportion of the worlds in the base sphere, the risk of E will be
low.22

This allows us to maintain the distinction in risk between Pritchard’s Bomb
1 and Bomb 2 cases. The probability of the bomb going off in each case is
extremely low. So, in each case the set of relevant worlds will correspond to the
base sphere. In Bomb 1 only a small deviation from actuality is required for
the bomb to go off. Some balls just need to bounce in a slightly different way.
So, even within the base sphere there will be some worlds at which the bomb
goes off. However, in Bomb 2 a large deviation from actuality is required for
the bomb to go off - it will not go off in any nearby worlds. So, there will be no
risk in Bomb 2.23 This should all be relatively unsurprising. After all, we are
building upon the modal account of risk, and the modal account is designed to

22What if, despite its low probability, all possible E worlds are located in the base sphere?
Depending on E’s probability and the size of the base sphere this allows for there to be a high
risk of E despite its low probability. I take this to be a welcome result. If E occurs at the
majority of nearby possibilities, despite having a low probability, there is a high risk of E.

23Such cases also help us head off a natural objection to the hybrid modal/probabilistic
account of risk (thanks to XXX for raising this worry): The hybrid modal/probabilistic ac-
count predicts that the sentence ‘there is a greater risk of A than B, but it is more prob-
able that B than that A’ will sometimes be true. At first glance this sentence sounds odd.
However, Pritchard’s examples give us a formula for devising cases in which such sentences
intuitively come out true: take an absurd event A that will only occur at very distant worlds
(such as Queen Elizabeth spontaneously beat boxing during her Christmas address). Lets say
that P (A) = n. Now construct a fair lottery in which the probability of an outcome B =
n− 0.000000000000000001. B is marginally less probable than A. However, the risk of B will
intuitively be higher than that of A. So, although ‘there is a greater risk of A than B, but it
is more probable that B than that A’ sounds strange, the fact that the hybrid account allows
it to be true is a feature rather than a bug.
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accommodate cases such as this.
More interesting is the manner in which the basic picture allows us to capture

one of the key ways in which risk judgements are context sensitive: Since the
relevant domain of worlds is determined by the primary risk event at issue in
a context, the truth value of ‘there is a risk of E’ will vary from context to
context. Suppose E is our primary risk event, and E1 is one of the ways in
which E could occur. Furthermore, suppose that there is a low probability of
E1 occurring, and that the occurrence of E1 would constitute a reasonably large
deviation from actuality. If the probability of E is high enough then the set of
relevant worlds will include some E1 worlds. In this context ‘there is a risk of
E1’ will be true. However, in a different context, where E1 is the primary risk
event at issue, ‘there is a risk of E1’ will be false. After all, in this context the
set of relevant worlds will be much smaller, and will not include any modally
distant E1 possibilities.

We find exactly this sort of context sensitivity in our everyday judgements
about risk. Imagine we are considering the risk of me being struck by lightning.
In many ways I am a reasonably careful person. In particular, I am careful not
to go out for long walks during thunder storms. In light of this, it is natural to
say that I am not at risk of being struck by lightning. And this is exactly what
the account predicts. After all, the probability of me being struck by lightning
is extremely low, and it would take quite a deviation from normal course of
things for me to be struck by lightning.

However, suppose my life insurance company is considering the risk of some-
body on one of their policies being struck by lightning. There may be a fairly
high probability that some such person will be struck by lightning. Given this,
they will likely conclude that there is some risk (a very small risk) that I will
be struck by lightning. And this, again, is predicted by the account: my being
struck by lightning is a sub-risk event of the primary risk event under consid-
eration. The primary risk event has a high probability. So, we will add to our
set of relevant worlds any worlds from within a wide sphere of worlds at which
a policy holder is struck by lightning. It would require a fairly significant devi-
ation from actuality for me to be struck by lightning. However, if the range of
worlds considered is sufficiently large then there will be some relevant world at
which I am struck by lightning.

Safe Climber and Unsafe Climber are similar. In Safe Climber the
probability of an equipment failure was extremely low. So, we only have to
look at a narrow sphere of worlds (likely our base sphere) when assessing the
risk of an equipment failure. There are no nearby worlds at which the climber’s
equipment fails. So, there is no risk of an equipment failure. However, inUnsafe
Climber there was a high probability of equipment failure. If the probability
of an equipment failure is high enough, distant equipment failure worlds will be
close enough to count as relevant. So, there will be a risk of equipment failure
in Unsafe Climber.24

24What about a context in which the two primary risk events at issue are our unsafe climber
falling, and our safe climber falling? We may want to say ‘there is a risk of the unsafe climber
falling, but there is no risk of the safe climber falling’ (thanks to XXXX). This will be true as
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Finally, checklist reasoning is vindicated as follows: Suppose that E is our
primary risk event, and that E could occur in three different ways: E1, E2,
and E3. The probability of our primary risk event will fix the set of relevant
worlds. If any of E1, E2, or E3 occur within this set of worlds then there will
be a risk of E. However, if we are able to conclude that none of E’s sub risk
events occurs within the set of relevant worlds, we will be able to conclude that
there is no risk of E.

Checklist reasoning becomes slightly more complicated when there are mul-
tiple primary risk events at play in a context. Suppose that our primary risk
events are E1 and E2, their sub risk events are E11, E12, E13 E21, E22, and
E23. Furthermore, suppose that it is established that there is no risk of E11,
E12, or E13. Then, for the reasons given above, we will be able to conclude
that there is no risk of E1. However, suppose we establish further that there
is no risk of E21, E22, and E23 and thus that there is no risk of E2. Can we
then conclude that there is no risk of ⌜E1 ∨ E2⌝? No. The reason for this is
that as soon as we engage in checklist reasoning that includes both E1 and E2
(or a mix of their sub-risk events) we induce a context shift. Since we are now
considering ⌜E1∨E2⌝ (of which E1 and E2 are both sub-risk events) ⌜E1∨E2⌝
will become the primary risk event. Assuming that the probabilities of E1 and
E2 are both a above 0 ⌜E1 ∨ E2⌝ will be more probable than either of E1 or
E2. So, we will add to the set of relevant worlds any ⌜E1 ∨ E2⌝ worlds from a
wider sphere.25

This doesn’t show that checklist reasoning is invalid. The only way for there
to be a risk of ⌜E1 ∨ E2⌝ relative to this new context will be for there to be
either an E1 world or an E2 world within the set of relevant worlds. Thus, there
must be a risk of either E1 or E2 (and at least one of their sub-risk events) for
there to be a risk of ⌜E1∨E2⌝. However, it will be easy for us to fall into faulty
reasoning in such circumstances. This is one instance of a general problem we
run into when reasoning with context sensitive terms: context shifts can lead us
to equivocate. We can easily be fooled into concluding that there is no risk of
⌜E1∨E2⌝ by engaging in what looks like checklist reasoning without recognizing

long as there is no context shift that changes the primary risk event to that of either climber
falling. If such a context shift occurs then, relative to the new context there will be a risk of
the safe climber falling. However, that risk will be minuscule compared to that of the unsafe
climber falling. This is as it should be: if we are concerned primarily with the risk of someone
falling then our position is analogous to that of the insurance company - small and distant
risks become relevant.

25Suppose the primary risk events in a context C are E1 and E2 - ⌜E1 ∨ E2⌝ is not being
considered. In this case, how do we determine the risk of ⌜E1∨E2⌝ relative to C? The answer
to this question has no consequences insofar as the validity of checklist reasoning is concerned
since as soon as checklist reasoning occurs the context will shift. However, the abstract output
of the hybrid modal/probabilistic view will be that there is a risk of ⌜E1 ∨E2⌝ relative to C
only if there is a risk of either E1 or E2 relative to C. That is, there is a risk of ⌜E1 ∨ E2⌝
only if there is an E1 world or an E2 world in the set of worlds determined by the the most
probable of E1 or E2. Consequently, there could be no risk of ⌜E1 ∨ E2⌝ relative to C, but
inhabitants of C will be unable to conclude as much since by engaging in checklist reasoning
they will shift the primary risk event and thus no longer inhabit C. Again, this is purely an
artifact of the theory and has no actual consequences for our on the ground reasoning about
risk.
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that a context shift has taken place. I believe this nicely captures the intuition
noted in footnote 3 that, despite its appearance of validity in simple cases,
checklist reasoning seems problematic in complex risk assessment scenarios in
which there are many interconnected variables at play. These are precisely the
contexts in which we risk equivocating when we engage in checklist reasoning.
The lesson is that checklist reasoning, despite being valid, should not always be
attempted in practice.

3.3 The Less Basic Picture

This is all well and good. But but it doesn’t capture everything we want.
Firstly, as noted above, our risk judgements seem to be stakes sensitive. The
basic picture does not capture this. Secondly, we want to do more than simply
establish that there is some risk of equipment failure in Unsafe Climber. We
want to establish that there is a high risk of equipment failure. It is impossible
to get predictions like this—positive or negative—without making substantial
assumptions about the properties of modal space and, in particular, the dis-
tribution of worlds throughout modal space. So I will add to our model some
simple (and highly idealized) assumptions about modal distance and similar-
ity between worlds. The model I describe will generate the predictions we
are aiming for. Though it will not establish that the true story about modal
space generates those predictions, it provides a platform on which to investigate
that question. Moreover, insofar as this model approximates the distribution of
worlds throughout modal space, the generalizations that follow will approximate
the truth.

We will make the simplifying assumption that distance is a measure of sim-
ilarity, and that the similarity of a world to actuality will be determined by
counting the ways in which it differs from the actual world. In order to model
this we will think of worlds as series of 1s and 0s of equal length. A world’s
distance from actuality can thus be modeled in terms of hamming distance. The
actual world is the only world that is maximally similar to itself, and it is thus
the only world at distance 0. The actual world is not be counted as its own
sphere. So, the first sphere will contain the actual world and the worlds most
similar to the actual world. Where n is the number of spheres, the number of
possible worlds will be 2n. And, supposing that we have S spheres of possibil-
ities, we can determine the number of worlds within the nth sphere as

∑n
k=0(

S
k

)
.26 We will assign each sphere a number between 1 and 0 such that the

number of the nth sphere is determined by dividing 1 by the total number of
spheres, and multiplying the result by n. We will describe this number as the
sphere’s ‘distance’.27

26So, for example, if the actual world is modeled as the string [1111] the first sphere will
contain the actual world plus the worlds [0111], [1011], [1101], and [1110], the second sphere
will contain all these worlds plus the worlds [0011],[1001], [1100], [1010], [0101], [1010], the
third sphere will contain all the previous worlds plus the worlds [1000], [0100], [0010], [0001],
and the final sphere will contain all these worlds plus the worlds [0000].

27So, in the example from the previous footnote, the actual world will have a distance of 0,
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With these pieces in place we can model the relationship between probability
and risk. We’ll start with simple model, and then consider a slight modification.
The simple approach is as follows: there is a risk of an event E (where E is a
primary risk event) whenever E occurs within the set of relevant worlds. E’s
degree of risk corresponds to the percentage of worlds in the set of relevant
worlds that are E worlds. The set of relevant worlds is determined by the
probability of the primary risk event at issue in the context as follows:28 All
worlds (both E worlds and ¬E worlds) within the base sphere are in the relevant
sphere. However, where the probability of E exceeds the distance of the base
sphere, we will add to the set of relevant worlds any E world within the sphere
the distance of which most closely approximates E’s probability. That is, if
P (E) = n, and n is greater than the base sphere’s distance, we will add to the
worlds in our base sphere any E possibilities in the sphere the distance of which
is closest to n (call this sphere the ‘E- probability sphere’).29

In order to calculate the minimum possible degree of risk for E (where E is a
primary risk event) we proceed as follows: If we know that E has a probability
of n then we know that n% of the total worlds are E worlds. For a given
number of worlds this will allow us to calculate the total number of E worlds in
modal space. From its distance we will be able to determine the total number
of worlds within our base sphere. And for a given E probability we’ll be able to
calculate the total number of worlds within the E-probability sphere (which will
always include all worlds within the base sphere). From here we can calculate
the minimum possible number of E worlds within the set of relevant worlds.
First, we assume that all (or as many as possible) of worlds not within the E-
probability sphere are E worlds. This will allow us to calculate the minimum
possible number of E worlds within the E-probability sphere. From here we can
calculate the maximum possible number of ¬E worlds within the base sphere,
and add to this the minimum number of E worlds within our E-probability
sphere. This will give us the total number of worlds within the set of relevant
worlds, and will allow us to calculate the minimum possible proportion of E
worlds within this set to give E’s minimum guaranteed degree of risk. We can
go through the same procedure when E is a sub-risk event. However, the E-

the first sphere will have distance 0.25, the second will have distance 0.5, the third will have
distance 0.75, and the final sphere will have distance 1.

28If there are multiple primary risk events at issue the relevant sphere will be determined
by the probability of the risk event of which E is a sub-risk event, or E itself if E is a primary
risk event.

29What if E’s probability is closer to the base sphere’s distance? And what if the probability
of E lies at the halfway point between the distances assigned to two spheres. We have a number
of options here. In the case of a draw we can simply round up and take the wider sphere to
be the relevant sphere. We can also just default to the base sphere when E’s probability most
closely approximates the base sphere’s distance. Alternatively, in the case of a tie we can
subtract 50% of the worlds from the wider sphere and add them to the narrower sphere in
order to get our sphere of relevance. This later strategy can be generalized for any case in
which the probability of E falls between the distances of two spheres (including the case in
which E’s probability closely approximates the base sphere’s distance). For example P (E) is
located at 30% of the distance between two spheres we would add (as close as possible to)
30% of the worlds from our wider sphere to our narrower sphere to get the relevant sphere.

17



probability sphere will not be determined by the probability of E. Rather, it
will be determined by E’s primary risk event.

This simple picture has some attractive features. In particular, if our as-
sumptions about the distribution of worlds throughout modal space are correct
then there is guaranteed to be at least some risk of E if the probability of E
is greater than 0.5. Furthermore, for probabilities greater than 0.5, the higher
the probability of E the higher the guaranteed risk of E. If E has a very high
probability (say, 0.9) then there is guaranteed to be a very high risk of E. This
holds both for primary and sub-risk events.

Nonetheless, this picture is not perfect. Firstly, there ought to be some
guaranteed risk of E for probabilities significantly lower than 0.5. For example,
if P (E) = 0.2 then surely there is a risk of E. This is not guaranteed by the
simple model outlined above.30 Secondly, we might think that whether or not
there is a risk of E is dependent on the stakes (especially if, as I suggested in
footnote 1, the target notion is really that of relevant risk). Secondly, and more
importantly, the simple picture presented above still doesn’t give us a way to
model stakes sensitivity.

We can resolve these problems by slightly complicating the relationship be-
tween the probability of E and the E-probability sphere. Instead of holding that
the E-probability sphere is the one the distance of which most closely matches
E’s probability (where E is the primary risk event), we will hold that when
P (E) = n (and n > 0), the E-probability sphere is the one who’s distance
most closely approximates n + 1−n

x , where x ≥ 1.31 The sphere determined
by a particular probability for E will thus depend on the value assigned to the
variable x. If x = 1 then the E-probability sphere will have distance 1 for any
E probability. So, all E worlds will be relevant, and E’s degree of risk will be
guaranteed to be greater than or equal to its probability.32 The closer x is to 1
the lower the probability of E needs to be for there to be a guaranteed risk of
E. As x approaches infinity the model begins to approximate the simpler model
outlined above. Again, this holds for sub-risk events just as it does for primary
risk events.

This resolves our problems. Firstly, by selecting a suitable value for x we
can shift the minimum primary risk event probability required for there to be
a guaranteed risk of E (whether or not E is a primary risk event). Secondly,
we can model stakes sensitivity by taking the value assigned to x to vary with
the stakes. When the stakes are extremely low x will take on a high value. The

30It is not clear how much of a problem this really is. If we know that P (E) = 0.2 then we
will still be able to establish that there is a high probability that there is at least one E world
in the set of relevant worlds. Moreover, our sense of how much of a deviation from actuality
would be required for E to occur will often enable us to confidently judge that there is a risk
of E even when E’s probability is well below 0.5.

31Where n = 0 we can stipulate that the E-probability sphere contains only the actual
world.

32If the base sphere is small enough, and the stakes are high enough, an event’s degree of
risk may significantly exceed its probability. I take this to be a welcome result. If the stakes
are high enough it is natural to say that, for example, a 0.05 probability constitutes a high of
risk.
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higher the stakes the closer x will be to 1. So, the higher the stakes the lower
the primary risk event probability needs to be for there to be a guaranteed risk
of E.

This gives us an attractive model of the relationship between risk and prob-
ability. This picture rests on some substantive simplifying assumptions about
the distribution of worlds throughout modal space. So, it is likely that the pre-
cise predictions made here are false. But the reasoning here can be applied to
different sets of assumptions about the distribution of worlds throughout modal
space, and in many cases the key predictions of our model will still hold. Con-
sider, for example, the prediction made by both our simple and more complex
models - that there is a guaranteed risk of E as long as E’s probability is greater
than 0.5. If the distribution of worlds throughout modal space is constant (i.e.
each new sphere of worlds adds the same number of worlds) then this prediction
will still hold.33 If the number of worlds added by each new sphere diminishes
then the minimum primary risk event probability required for there to be a
guaranteed risk of E will be less than 0.5. However, if we suppose that the
number of worlds added by each new sphere constantly increases then, at least
on our simple model, the minimum primary risk event probability required for
there to be a guaranteed risk of E will be greater than 0.5. This problem is
partly addressed by our more complex model: we will still be able to manipulate
the minimum primary risk probability required for there to be a guaranteed risk
of E by manipulating the value of x. Of course, we will still get implausible
results if, for example, the vast majority of worlds are contained only within the
most distant spheres. However, absent reasons to suspect that modal space is
structured in this way, it is reasonable to assume that the model presented here
at least approximates the truth.

4 Conclusion

The general picture of risk I have presented is as follows: There is a risk of E
whenever there is a relevant world at which E occurs. The degree of risk will
be a function of the proportion of relevant worlds at which E occurs. And the
set of relevant worlds will vary as a function of the probability of the primary
risk event at issue in the context. The basic thought here is simple: The higher
the probability of E the more pressing and worthy of consideration otherwise
distant E possibilities become. I have developed the account in modal terms,
but it should be clear that normic theorists could modify their view in a similar
way.34

33Strictly speaking, since all spheres will contain the actual world, the probability of E will
have to be slightly above 0.5 for there to be a guaranteed risk of E. But given a large enough
number of worlds the difference made by the actual world will be vanishingly small.

34For what reason might one pursue a normic rather than modal approach? There are three
reasons: Firstly, it has been suggested in conversation that the normic conception of risk is
more action guiding. After all, the normic approach, unlike the modal approach, doesn’t force
us to make assumptions about the location of the actual world within modal space when
estimating risk. Whilst this is a concern, I don’t take it to speak strongly in favour of the
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Despite the account being formulated in modal terms, in practice proba-
bilistic considerations will be far more central to our actual risk assessment
practices. As we saw above, there will be a high risk of E whenever there is a
high probability of E. In this sense the account I have presented vindicates our
basic intuitions about risk (intuitions that are reflected in our risk assessment
practices): that risk is largely a matter of probability. However, it vindicates
this basic intuition without invalidating checklist reasoning.

Moreover, it captures a range of cases that are illustrative of the competing
pressures on our concept of risk. Many of these cases are the sorts of case a
non-defective concept of risk ought to be able to capture. A concept of risk that
entailed that our unsafe climber was actually safe would not be fit for purpose.
A well functioning risk concept would entail that our unsafe climber was indeed
unsafe. However, a well functioning risk concept should also tell us that we are,
on reflection, safe in cases like Safe Climber, despite the fact that we may not
feel safe half way up a steep rock face. That clearheaded reasoning about risk
plays this role is observed by the world renowned mountaineer Jimmy Chin:

“On climbs, there is a general way we manage fear. We look at
things objectively, separating out perceived risk from real risk. You
can really bring down the level of fear by knowing the real risks and
setting aside the others.” Clash (2015)

The process Chin describes maps on well to the picture of risk described
above: an essential aspect of our reasoning about risk consists in identifying the
risks that are sufficiently realistic or pressing to be taken seriously, and putting
others to one side. This is something I have been at pains to capture.

Similarly, a well functioning concept of risk would allow for there to be a risk
of E even when the probability of E is extremely low. Suppose you have entered
the lottery. The draw has taken place, but you have not checked your ticket. A
well functioning concept of risk should entail that you would be taking a risk if
you were to throw away your ticket without checking it. After all, it would only
take a very small change from actuality, and no deviation from normality, for you
to win. However, a well functioning concept of risk should not condemn you for
throwing away your ticket as harshly as it would condemn our unsafe climber.
So, the approach I have outlined not only fits the cases, but also behaves just
as a concept of risk should behave. And so, on the assumption that our concept

normic approach. After all, standard analyses of counterfactuals and knowledge seemingly
require that we locate the actual world within modal space when assessing counterfactuals or
knowledge attributions. And this is something we do without difficulty. Secondly, the normic
approach arguably sits better with the assumption that statements about risk are always
evidence relative. That risk statements are evidence relative is assumed by Ebert, Smith and
Durbach (2020). But I believe there are reasons to resist this assumption. For example, it
often makes sense to claim that we can’t assess or know the risk of an event without gathering
more evidence. It is hard to make sense of such sentiments if statements about risk are always
relativized to our evidence. Finally, we may opt for a normic framework if we wish to avoid
the Williamsonian inference from ‘E occurred’ to ‘there was a risk of E’. Thanks to XXXX
for discussion here.
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of risk is non-defective, there is a strong case for the correctness of the hybrid
modal/probabilistic account of risk.

As I noted at the outset, risk plays a central role in our lives. It plays a central
role in high stakes decision making (in, for example, law, medicine, business, and
politics). And it is seems to be central to our core epistemic concepts: knowledge
and justification. Thus, it is natural to expect that a better understanding of
risk will have significant implications for our understanding of these domains
and concepts. However, these implications will have to be explored elsewhere.
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